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Abstract—The rapid growth of unstructured and semi- 
structured data has necessitated the development of efficient query 
execution frameworks capable of handling complex data formats 
such as JSON. This paper presents a hybrid framework that 
intelligently leverages Apache Drill and DuckDB to optimize SQL 
query execution on JSON data. Our framework dynamically selects 
the appropriate query engine based on dataset size, available 
memory, and the nature of the SQL workload, effectively balancing 
memory efficiency with analytical performance. We explore the 
advantages of using Apache Drill for complex joins and nested 
JSON data, while DuckDB is employed for analytical queries when 
sufficient memory resources are available. Experimental results 
demonstrate the framework’s capability to reduce execution time 
and enhance resource utilization across various workloads. By 
providing insights into hybrid query processing techniques, this 
work aims to contribute to the efficient management of JSON 
data in modern data-driven applications. 

Index Terms—Hybrid Framework, SQL Queries, JSON Data, 
Apache Drill, DuckDB, Query Execution, Memory Utilization, 
Analytical Workload 

 

I. INTRODUCTION 

In today’s data-driven landscape, unstructured and semi- 

structured data continues to grow at an unprecedented rate, 

creating challenges for effective data management and retrieval. 

A significant portion of this data is stored in spreadsheets, which 

are among the most widely used tools for data organization and 

analysis. However, many users lack the necessary knowledge 

of SQL and complex formulas required to extract meaningful 

insights from these spreadsheets. This gap in understanding can 

hinder data-driven decision-making, especially for non-technical 

users. 

To address this issue, users can interact with data using natural 

language inputs. By leveraging a large language model (LLM)- 

based approach, natural language queries can be converted into 

SQL commands, simplifying the data retrieval process. After 

this conversion, spreadsheets are transformed into JSON data 

to facilitate the execution of SQL queries. However, a critical 

challenge arises at this stage: using SQL queries directly on 

JSON data. The complexity of handling JSON, particularly 

when it involves nested structures and intricate joins, can pose 

significant hurdles for users who may not be familiar with its 

intricacies. 

This paper presents a hybrid framework designed to stream- 

line this process. By intelligently utilizing Apache Drill and 

DuckDB, the framework optimizes SQL query execution on 

JSON data while catering to users with varying levels of tech- 

nical expertise. The goal is to provide a comprehensive solution 

that not only enhances the accessibility of data retrieval for 

spreadsheet users but also improves the efficiency of executing 

SQL queries on converted JSON data. 
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II. BACKGROUND 

A. Data Formats for Spreadsheets 

Spreadsheets are versatile tools that can store data in var- 

ious formats, allowing for flexibility in data manipulation 

and retrieval. Common formats into which spreadsheets can 

be converted include CSV (Comma-Separated Values), XML 

(eXtensible Markup Language), and JSON (JavaScript Object 

Notation). Each format has its own strengths and weaknesses. 

• CSV is simple and lightweight, making it suitable for basic 

data storage. However, it lacks support for hierarchical 

data structures and metadata, limiting its applicability in 

complex scenarios. 

• XML is more robust and can represent nested data struc- 

tures, but it tends to be verbose and less efficient for 

data interchange, which can hinder performance in data- 

intensive applications. 

• JSON, on the other hand, has emerged as the most 

preferred format for modern applications. Its lightweight 

nature, human-readable syntax, and ability to represent 

complex hierarchical structures make it particularly suit- 

able for web technologies and APIs. 

B. The Versatility of JSON 

JSON’s versatility lies in its compatibility with various pro- 

gramming languages and frameworks, making it an ideal choice 

for data interchange between systems. It easily integrates with 

JavaScript, allowing seamless data manipulation in web applica- 

tions. Moreover, JSON supports nested structures, which enables 

the representation of complex data relationships without losing 

simplicity. This adaptability is critical in scenarios where data 

from spreadsheets needs to be ingested by various applications, 

including databases, data analytics tools, and machine learning 

models. 

C. Challenges of Using LLM Models on JSON 

Despite the advantages of JSON, using large language models 

(LLMs) directly on JSON data presents significant challenges. 

LLMs are typically designed to process text and may struggle 

with the structured format of JSON. Parsing JSON to extract 

meaningful information can introduce performance overhead, 

complicating the interaction with the data. Furthermore, the 

complexities inherent in nested JSON structures can lead to 

difficulties in extracting relevant insights, particularly when the 

data is queried dynamically. This inefficiency necessitates an 

approach that optimally handles JSON while enabling effective 

SQL query execution, particularly for users with limited tech- 

nical expertise. 

III. RELATED WORK 

A. Overview of Existing Methods for SQL Execution on JSON 

Data 

The rise of JSON as a prevalent data format has spurred 

research into efficient methods for executing SQL queries on 

JSON data. Traditional relational database management systems 

(RDBMS) often struggle with JSON due to its hierarchical struc- 

ture. As a result, several specialized databases have emerged, 

designed specifically for JSON data processing, such as Mon- 

goDB and Couchbase. These databases provide native support 

for JSON and often include query languages that allow users 

to perform operations similar to SQL. However, these solutions 

typically sacrifice the robustness and familiarity of SQL for their 

own query languages, which may not be accessible to all users 

[1]. 

 

B.  Previous Research on Hybrid Query Processing Frameworks 

Recent studies have explored hybrid query processing frame- 

works that leverage the strengths of multiple query engines to 

enhance data processing capabilities. These frameworks aim 

to combine the benefits of SQL execution and NoSQL per- 

formance, facilitating seamless interactions with diverse data 

formats. For instance, research has highlighted the effectiveness 

of integrating SQL engines like PostgreSQL with NoSQL 

databases to enable complex queries on semi-structured data 

[2]. However, these studies often focus on specific use cases 

and lack a comprehensive analysis of how different engines can 

be dynamically selected based on workload characteristics [3]. 

 

C. Comparison of Apache Drill and DuckDB in Data Process- 

ing 

Apache Drill and DuckDB represent two promising ap- 

proaches for handling JSON data in a hybrid framework. Apache 

Drill is designed for low-latency SQL query execution on semi- 

structured data, enabling users to perform complex queries 

on nested JSON without the need for schema definitions. Its 

capability to handle various data sources, including distributed 

systems, makes it a valuable tool for modern data analytics. On 

the other hand, DuckDB is optimized for analytical workloads 

and offers an in-memory processing engine that excels in 

performance for structured data queries [4]. While both engines 

have unique advantages, there is limited research on how to 

effectively combine their strengths for optimal query execution 

on JSON data [5]. 

 

D. Gaps in the Existing Literature 

Despite the advancements in SQL execution on JSON data 

and the development of hybrid query processing frameworks, 

significant gaps remain in the literature. Many existing ap- 

proaches fail to address the dynamic selection of query engines 

based on dataset size and available resources, leading to in- 

efficiencies in execution [6]. Furthermore, there is a lack of 

comprehensive studies that investigate the integration of LLM- 

based query generation with hybrid SQL processing on JSON 

[7]. This paper aims to fill these gaps by presenting a hybrid 

framework that intelligently utilizes Apache Drill and DuckDB 

for optimized SQL query execution on JSON data, ultimately 

enhancing accessibility for users with varying levels of technical 

expertise [8]. 
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IV. METHODOLOGY 

This section outlines the methodology employed in develop- 

ing the hybrid framework for executing SQL queries on JSON 

data. The framework is designed to optimize the interaction 

between natural language processing (NLP), SQL query gen- 

eration, JSON data handling, and query execution. 

A. Hybrid Query Execution Framework 

The core of the methodology is the hybrid query execution 

framework that integrates two powerful query engines: Apache 

Drill and DuckDB. This framework employs a decision-making 

mechanism to dynamically select the appropriate query engine 

based on the characteristics of the data and the SQL workload. 

The selection process considers factors such as dataset size and 

available memory in the execution environment. 

1) Apache Drill for Complex Queries: For complex queries 

involving joins and nested JSON data, Apache Drill is chosen as 

the execution engine. Drill’s capability to handle semi-structured 

data and execute queries without requiring a predefined schema 

makes it an ideal choice for these scenarios. The framework 

constructs SQL queries that are compatible with Drill’s query 

language, enabling efficient execution and retrieval of results. 

2) DuckDB for Analytical Workloads: Conversely, when the 

dataset size is manageable and sufficient memory resources are 

available, DuckDB is employed for executing analytical queries. 

DuckDB’s in-memory processing capabilities allow for high- 

performance execution of queries on structured data, making it 

particularly suitable for analytical workloads. 

B. Results Retrieval and JSON Conversion 

After the SQL queries are executed, the results are returned in 

JSON format from the respective query engine. The final step in 

the methodology involves converting this resulting JSON data 

back into a spreadsheet format, ensuring that users can easily 

view and manipulate the results in a familiar and accessible 

manner. 

C. Performance Evaluation 

To assess the efficiency and performance of the proposed 

framework, a series of experiments are conducted. Key perfor- 

mance metrics, including execution time, resource utilization, 

and accuracy of results, are evaluated under varying conditions 

and workloads. The results of these evaluations are analyzed 

to demonstrate the effectiveness of the hybrid approach in 

optimizing SQL query execution on JSON data. 

V. IMPLEMENTATION 

The implementation of the hybrid framework for executing 

SQL queries on JSON data consists of several key components, 

focusing on the integration of Apache Drill and DuckDB for 

optimized query execution. This section outlines the core func- 

tionalities of the framework, highlighting the decision-making 

logic used to select the appropriate query engine based on 

various factors. 

A. Hybrid Query Execution Logic 

The framework implements a decision-making mechanism 

that selects between Apache Drill and DuckDB based on the 

characteristics of the SQL query and the dataset size. The 

selection process evaluates the following factors: 

• Dataset Size: A predefined threshold 

(LARGE_DATA_THRESHOLD) is used to determine 

if the dataset is large enough to warrant the use of Apache 

Drill. 

• Memory Availability: The available system memory 

is monitored to ensure sufficient resources for ex- 

ecuting queries on DuckDB. A memory threshold 

(HIGH_MEMORY_THRESHOLD) is established to decide 

when to use DuckDB for analytical workloads. 

• Query Type: The framework checks if the query involves 

complex joins or nested JSON data, which typically neces- 

sitates the capabilities of Apache Drill. 

The selection is performed using the 

select_query_engine function, which takes into 

account the dataset size and the nature of the query. 

B. Query Execution 

The framework supports executing SQL queries on the se- 

lected query engine. The implementation details include: 

• Apache Drill Execution: For queries that require Apache 

Drill, the framework sends a request to the Drill REST API 

using the execute_query_drill function. The SQL 

query is packaged as a JSON payload, allowing Drill to 

process it against the JSON data. 

• DuckDB Execution: If DuckDB is selected, the frame- 

work uses the execute_query_duckdb function to 

run the SQL query in-memory, leveraging DuckDB’s high- 

performance capabilities for analytical workloads. 

C. Results Retrieval and Conversion to Spreadsheet 

After executing the SQL queries, the results are returned in 

their respective formats. The framework then utilizes libraries 

such as pandas to convert the results back into a spreadsheet 

format, ensuring accessibility for users. 

D. Performance Evaluation Metrics 

The performance of the hybrid framework is evaluated based 

on several key metrics: 

• Execution Time: Measuring the time taken to execute SQL 

queries across different engines. 

• Resource Utilization: Monitoring CPU and memory usage 

during query execution to assess efficiency. 

• Result Accuracy: Ensuring that the results align with 

expected outcomes based on known inputs. 

Overall, this implementation effectively integrates Apache 

Drill and DuckDB to create a flexible framework capable of 

efficiently handling SQL queries on JSON data, enhancing 

accessibility for users with varying levels of SQL expertise. A 

complete implementation of the framework can be found in the 

appendix at the end of this paper. 
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VI. EXPERIMENTAL RESULTS 

This section presents the experimental results obtained from 

evaluating the performance of the hybrid framework for execut- 

ing SQL queries on JSON data. The framework’s efficiency was 

measured based on several key performance metrics, including 

execution time, resource utilization, and result accuracy. 

A. Experimental Setup 

The experiments were conducted in an environment config- 

ured with the following specifications: 

• Hardware Configuration: 

– CPU: Intel Core i7-9700K 

– RAM: 32 GB 

– Storage: 1 TB SSD 

• Software Configuration: 

– Operating System: Ubuntu 20.04 LTS 

– Apache Drill Version: 1.20.2 

– DuckDB Version: 0.2.8 

– Python Libraries: requests, duckdb, psutil, pandas 

• Dataset: The dataset used for testing consisted of a large 

JSON file with varying sizes, up to 500,000 records, and in- 

cluded nested structures to evaluate the hybrid framework’s 

capabilities. 

B. Performance Metrics 

The performance of the hybrid framework was evaluated 

based on the following metrics: 

• Execution Time: The time taken to execute SQL queries 

across different engines. 

• Resource Utilization: The CPU and memory usage mon- 

itored during query execution. 

• Result Accuracy: Comparison of the results obtained from 

both query engines against known outputs. 

C. Results Overview 

1) Execution Time: The execution times for various queries 

using Apache Drill and DuckDB are summarized in Table I. 

As observed, Apache Drill performs better for complex queries 

involving joins and nested structures, while DuckDB excels in 

simpler analytical queries. 

 
TABLE I 

EXECUTION TIME (IN SECONDS) FOR DIFFERENT QUERIES 

 
Query Type Apache Drill DuckDB 
Simple Select 0.45 0.25 

Aggregate Function 0.55 0.30 
Nested Query 1.20 N/A 

Join Query 1.80 N/A 

 

2) Resource Utilization: Figure 1 illustrates the CPU and 

memory usage during the execution of selected queries. Apache 

Drill shows higher memory consumption for complex queries, 

whereas DuckDB maintains lower resource utilization for ana- 

lytical workloads. 

 

 
 

 

Fig. 1. Resource Utilization during Query Execution 

 

 

3) Result Accuracy: The accuracy of the results was assessed 

by comparing the output from both query engines against 

expected outcomes. The framework achieved an accuracy rate 

of over 95% in retrieving correct results for both engines 

across various queries, confirming the reliability of the hybrid 

approach. 

VII. DISCUSSION 

The experimental results from the hybrid framework for 

executing SQL queries on JSON data reveal significant insights 

into its performance and effectiveness. This section discusses 

the implications of the results, the strengths and limitations of 

the framework, and potential future work. 

A. Performance Insights 

The hybrid framework successfully integrates Apache Drill 

and DuckDB, optimizing query execution based on the char- 

acteristics of the SQL queries and the underlying dataset. The 

decision-making logic, which evaluates factors such as dataset 

size, memory availability, and query complexity, proves to be 

effective in selecting the appropriate execution engine. 

The results indicate that Apache Drill is particularly well- 

suited for complex queries involving nested structures and joins. 

Its ability to handle semi-structured data without a predefined 

schema allows it to excel in scenarios where flexibility is 

paramount. In contrast, DuckDB demonstrates superior perfor- 

mance for simpler analytical queries, where the overhead of 

managing complex schemas can hinder execution speed. 

B. Resource Utilization 

The analysis of resource utilization reveals critical insights 

into how effectively the framework manages system resources. 

Apache Drill exhibited higher memory consumption for com- 

plex queries, which is expected given its need to maintain 

flexibility in handling various data structures. On the other 

hand, DuckDB’s efficient in-memory processing capabilities 

result in lower resource usage, making it a preferable choice 

for analytical workloads when memory is available. 
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These findings highlight the importance of monitoring re- 

source availability when deploying hybrid frameworks in pro- 

duction environments. Implementing dynamic resource manage- 

ment could further enhance the framework’s performance by 

allowing it to adapt to changing system conditions. 

C. Accuracy and Reliability 

The accuracy rates observed (over 95%) affirm the reliabil- 

ity of the hybrid approach. Both Apache Drill and DuckDB 

consistently provided correct results across various query types, 

validating the framework’s ability to generate and execute 

accurate SQL commands. This high level of accuracy is essential 

for users who rely on the framework to retrieve precise data 

from JSON sources. 

D. Limitations and Future Work 

While the framework demonstrates promising results, there 

are limitations that warrant further exploration. One notable lim- 

itation is the dependency on system memory for DuckDB, which 

may restrict its usability in environments with limited resources. 

Future work could focus on optimizing memory management 

strategies or exploring alternatives that allow DuckDB to scale 

effectively. 

Additionally, enhancing the natural language processing capa- 

bilities for generating SQL queries could further streamline user 

interactions. By incorporating more sophisticated NLP models, 

the framework can better interpret complex user queries, ulti- 

mately improving usability and accessibility for non-technical 

users. 

Lastly, expanding the framework to support additional data 

formats and query engines could enhance its versatility and 

applicability across various domains. By providing a more 

comprehensive solution, the hybrid framework could better meet 

the diverse needs of users working with different data structures. 

VIII. CONCLUSION 

This paper presents a hybrid framework designed for ex- 

ecuting SQL queries on JSON data, effectively integrating 

Apache Drill and DuckDB to optimize query performance based 

on various factors. The methodology outlined in this work 

demonstrates a systematic approach to selecting the appropriate 

query engine by evaluating dataset size, memory availability, 

and query complexity. 

The experimental results highlight the framework’s strengths, 

showing that Apache Drill excels in handling complex queries 

involving nested JSON structures, while DuckDB is preferred 

for simpler analytical workloads due to its efficient in-memory 

processing capabilities. The accuracy and reliability of the 

framework, with an observed accuracy rate exceeding 95%, 

affirm its effectiveness in delivering precise data retrieval from 

JSON sources. 

However, this research also identifies limitations, particularly 

regarding memory dependency for DuckDB, which may restrict 

its usability in resource-constrained environments. Future work 

is proposed to enhance memory management, improve natural 

language processing capabilities for SQL query generation, and 

expand the framework’s support for additional data formats and 

query engines. 

In summary, the hybrid framework represents a significant 

advancement in SQL query execution methodologies, providing 

a flexible and efficient solution for users dealing with JSON 

data. The findings from this study establish a robust foundation 

for further research, encouraging the exploration of new opti- 

mizations and enhancements to address the evolving needs of 

data query processing. 
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